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The Copernicus Urban Atlas data sets provide detailed and harmonised land use information for 
all major European cities and their surroundings. The spatial definition of these data is tightly 
integrated with the urban street network, which makes the Urban Atlas data an appropriate 
framework for accessibility and proximity analyses in urban areas. 

But for these purposes the mere land use characteristics of Urban Atlas polygons are not 
sufficient. Data on total population and – ideally – population categories (e.g. age breakdown) or 
workplace-based employment should be added. Where point-based (i.e. address-based) 
statistical systems exist, it is in principle possible to create reliable counts of population or 
employment at the level of Urban Atlas polygons or at the level of high-resolution grid cells2, 
which are equally appropriate for intra-urban analyses3. Nevertheless, where this point-based 
aggregated information is not available, disaggregation onto Urban Atlas polygon level (or 
alternatively to high-resolution grid cells) remains the only alternative. 

Common disaggregation processes of residential population take into account land use 
characteristics and information about built-up areas or about impervious surfaces. Most of these 
ancillary data lack information about the height of the buildings. Given the potentially wide 
variety in building heights inside cities, it can be expected that adding height or volume 
information to the ancillary data will reduce the error margin of the disaggregation results. 

This note does not intend to provide an in-depth study of all possible uses of 3-D information for 
disaggregation purposes. Its scope is limited to the presentation of two test cases, focusing on 
the cities of Madrid and Ghent. 

                                                            
1 Senior Assistant in the Analysis Unit of DG Regional and Urban Policy, European Commission. The views expressed 
in this paper are the authors' alone and do not necessarily correspond to those of the European Commission. 

2 E.g. 250x250 grid cells in Finland and Ireland, and in urban areas of Sweden 

3 For example, whenever available, such point-based data have been used in recent urban public transport 
accessibility analysis; see p. 8 in http://ec.europa.eu/regional_policy/en/information/publications/working-
papers/2015/measuring-access-to-public-transport-in-european-cities 



Madrid: cadastre data, residential population and workplace-based 
employment 
A sample of INSPIRE-compliant building units data, covering the city of Madrid, has been kindly 
provided by the Spanish Directorate General for the Cadastre. This allowed us to use Madrid as a 
test area for three disaggregation approaches, using different combinations of ancillary data. 

A. The location of buildings and their functional classification (cadastre data). 

B. The location of buildings (cadastre) and the Urban Atlas land use classification. 

C. The building footprint probabilities (GHSL) and the Urban Atlas land use classification. 

Bottom-up (point-based) population or employment data are not readily available at Urban Atlas 
polygon level. Hence, it is not possible to directly assess the performance of the three methods 
when downscaling to Urban Atlas polygon level. Still, data on population and workplace-based 
employment are available for 2408 “secciones” in which the territory of the city is divided. 
Therefore, we created a test environment where we used the secciones level as target areas, 
while creating 99 ad-hoc groups of contiguous secciones as input level. This allows the 
calculation of the total absolute error (TAE) scores of the three methods. Table 1 shows some 
basic metrics of the Madrid data. If this test scenario produces satisfactory results, the selected 
method could be used to compute estimates for 12777 Urban Atlas polygons using the values of 
2408 secciones as input data. 

 

Number of secciones 
  

2,408 

Number of Urban Atlas polygons * 
  

12,777 

Total population (city of Madrid) 
  

3,167,945 

Total number of employed ** 
  

1,574,091 

* 2006, excluding road networks and water bodies 
** Ocupados, 2010 

 

Table 1: Basic figures for the city of Madrid 

 

In scenario A we only used cadastre data. We used characteristics of two polygon datasets: 
buildings and building parts. The buildings layer contains information about the current use 



(residential or other use classes; see map 1), total floor space and the surface of the building 
footprint.4  

 

Map 1: Part of Madrid: use classification of buildings 

The building parts layer contains information about the number of floors and the estimated 
height5, and the building parts can be linked to the buildings via a unique building identifier. For 
each building polygon we first compute an estimated total floor area, by taking the minimum 
value of two metrics: (1) the total constructed surface reported in the buildings data, and (2) the 
estimates of the floor area of the building parts (expressed as the area of the building part 
multiplied by the number of floors), aggregated by building (see map 2)6. The distribution of the 

                                                            
4 Area of the polygon in m² (after reprojection into ETRS89 LAEA – EPSG:3035 for easier combination with 
Copernicus Urban Atlas data). 

5 Estimated height = the number of floors * 3 m 

6 Although the sum of the estimated building parts' floor area strongly correlates with the reported floor surface of 
the whole building, it is not identical (correlation coefficient of 0.96). The sum of the building parts' floor area can 
sometimes be substantially lower than building's reported floor area. E.g. a cemetery is reported as public services 
"building" with a total floor area of 178,058 m², where the sum of the building parts' floor space is only 382 m² (i.e. 
this corresponds to the entrance building etc.). Where the sum of the parts' floor area is higher than the buildings' 



buildings floor area will be the main ancillary variable to disaggregate population or 
employment. Still, to each building’s floor area we apply a weighting based on the buildings’ use 
category, representing the probability that the building hosts residential population or 
workplace-based employment.  

Next, the weighted floor areas are summed by group of secciones, and are used as a distribution 
key to spread the population or the employment of the input areas across the buildings. Finally, 
the population or employment estimates by building are summed by seccion, and the TAE at 
secciones level is calculated. 

 

Map 2: Part of Madrid: estimated floor surface of buildings, with the Copernicus Urban Atlas land 
use classification in the background. 

                                                                                                                                                                                                   
reported floor area, this can be due to higher lift shafts in apartment buildings, etc. These findings are based on 
punctual inspections of strange cases. These cases suggest that it is appropriate to use the lower of the two floor 
area values. Higher sums of building parts’ floor area probably overestimate the useable floor area by counting 
chimneys, lift shafts or other similar objects, so then it is more appropriate to take the reported floor area of the 
building as a whole. If the sum of the parts' floor space is lower, this may mean that the buildings' reported floor 
area is not really completely built-up. 



Scenario B also uses the floor area characteristics of the buildings, but now the weighting of the 
floor area is determined by the Copernicus Urban Atlas land use class in which the building is 
located. 

Scenario C represents a situation where no cadastre building units data are be available. Here we 
calculate a population or employment estimate for each 10*10 meter cell corresponding to the 
GHSL data set, a high-resolution modelled human settlement layer, derived from satellite 
imagery7. The GHSL pixel value is used as a value of built-up intensity (varying between 0 = not 
built-up, and 1 = completely built-up), and is weighted by the Urban Atlas land use class in the 
same way as in scenario B. 

 

Map 3: Part of Madrid: GHSL built-up intensity, with Urban Atlas land use classification in the 
background. 

For each scenario the land use or building’s function weights have been determined in an 
experimental way, by running thousands of iterations of each scenario, varying the weights of 
the use classes until an optimal TAE was obtained.  

This process has been repeated separately for residential population and for workplace-based 
employment. Especially in the case of workplace-based employment, we are facing the challenge 
                                                            
7 See http://land.copernicus.eu/pan-european/GHSL/ for more information 



of finding suitable spatially detailed input data, typically (far) below municipality level8. Table 2 
reports on the optimal weights applied in scenario A; table 3 on the weights used in scenario B 
and C. For residential population, scenario A performs best when allocating population to 
residential buildings exclusively. For employment, scenario A requires a more subtle weighting of 
the different building use classes. Building use classes “industrial” and “offices” are the most 
important ones. 

Population Employment
Agriculture 0 10
Commerce and Service 0 10
Industrial 0 100
Offices 0 100
Public Services 0 30
Residential 100 10
Trade 0 50
Not specified 0 1
Total Absolute Error 23.5 42.6

WeightsFunction

 

Table 2: Madrid: optimal weights and total absolute error using scenario A 

The optimal weights for residential population under scenario B and C are relatively similar, but 
in scenario C the less dense residential land use classes need to be weighted at a lower value 
than in scenario B. Weights of scenario B and C for workplace-based employment are 
substantially different. This is particularly striking for the residential classes: in scenario C the 
weights need to reflect the intrinsic density of the residential Urban Atlas land use classes. On 
the other hand, the weights for these classes in scenario B can be quite uniform: the main factor 
determining the actual employment allocation is the location of the buildings and their estimated 
total floor space, regardless of the building density of the Urban Atlas polygon in which the 
buildings are located. Taking into account the characteristics of the individual buildings (as in 
scenario B) also explains the differences in weights applied to classes like railways and airports. 

                                                            
8 Apart from the employment data by "seccion" of the Madrid region, good examples can be found in England and 
Wales (census output areas) and in the Netherlands (post code areas). 



Scenario B Scenario C Scenario B Scenario C
11100 Continuous Urban Fabric 100 100 25 75
11210 Discontinuous Dense Urban Fabric 70 70 20 50
11220 Discontinuous Medium Density Urban Fabric 50 50 20 10
11230 Discontinuous Low Density Urban Fabric 50 30 20 5
11240 Discontinuous Very Low Density Urban Fabric 40 10 20 5
11300 Isolated Structures 5 5 20 5
12100 Industrial, commercial, public, military and private units 1 1 100 100
12210 Fast transit roads and associated land 0 0 0 0
12220 Other roads and associated land 0 0 0 0
12230 Railways and associated land 1 1 70 5
12300 Port areas 1 1 70 60
12400 Airports 1 1 60 10
13100 Mineral extraction and dump sites 1 1 10 5
13300 Construction sites 1 1 10 5
13400 Land without current use 1 1 5 5
14100 Green urban areas 5 5 10 10
14200 Sports and leisure facilities 2 2 5 5
20000 Agricultural + Semi-natural areas + Wetlands 1 1 5 5
30000 Forests 1 1 5 5
40000 Wetlands 1 1 1 1
50000 Water Bodies 0 0 0 0
Total Absolute Error 30.2 36.1 54.5 62.7

Weight

Urban Atlas land use class Population Employment

 

Table 3: Madrid: optimal weights and total absolute error using scenario B and C 

Not surprisingly, all three methods perform much better for residential population than for 
workplace-based employment: the intrinsic variety of employment densities in all kinds of 
industrial, commercial, administrative and logistics areas and/or building is much bigger than the 
variety of population per m² in residential buildings. 

For residential population, scenario A, using cadastre data exclusively, shows the best 
performance with a quite low TAE of 23.5. The TAE of scenario B is 30.2, while scenario C 
performs worst of the three with a TAE of 36.1. If the data would have been downscaled using a 
simple area weighting without using any other ancillary information, the TAE would have been 
76.4. 

The error rates for workplace-based employment are consistently higher than for residential 
population. Scenario 4 results in a TAE of 42.6, scenario B has a TAE of 54.5, and scenario C 
shows a TAE of 62.7. Still, these methods show much better results than simple are weighting, 
which would have given a TAE of 76.1. Given this diversity in performance, the method based 
exclusively on cadastre characteristics of buildings can clearly be preferred. Its functional 
classification captures more spatial detail than the Urban Atlas land use class, and offers the 
additional advantage of a higher thematic detailing of the functions of non-residential buildings. 

Consequently, in this test case using the buildings’ characteristics from the cadastre data are the 
most appropriate choice to disaggregate population of employment data from the seccion level 
to the level of Urban Atlas polygons. While the error rate of this downscaling cannot be 



computed in the absence of point-based head counts, it can be expected that the disaggregation 
process works better at this level than in the test scenario, as the size ratio between Urban Atlas 
polygons and secciones is quite low9.  

 

Ghent: building footprints, height information, land use and residential 
population 
The second test relates to the city of Ghent, for which we obtained data on the location of 
buildings including height information, kindly provided by the Flemish agency for geographic 
information AGIV10. We combined this dataset with data on total residential population by 
statistical sector, including the boundaries of these sectors11.  

We tested two methods, using different combinations of ancillary data: 

(A) Building footprint probabilities (GHSL) and the Urban Atlas land use classification. 

(B) 3D-GRB Building footprint polygons, including height information, combined with the 
Urban Atlas land use classification. 

Point-based population aggregates at the level of Urban Atlas polygons are not available. Hence, 
assessing the performance of downscaling to Urban Atlas polygon level is not possible. We 
grouped the 201 statistical sectors for which population figures are available into 12 groups of 
contiguous sectors. Both methods were then applied using these groups as input level and the 
statistical sectors as target level of the disaggregation. 

Number of statistical sectors 
  

201 

Number of Urban Atlas polygons * 
  

3,298 

Total population (2011) 
  

256,217 

* 2006, excluding road networks and water bodies 
 
Table 4: Basic figures for the city of Ghent 
 

                                                            
9 On average there are 5.3 Urban Atlas polygons per seccion, while in the test scenario we had 24.3 target areas 
(secciones) per input area (groups of secciones). 

10 AGIV 3D-GRB LOD1 DHMV1 data, see: https://www.agiv.be/producten/grb 

11 Provided by Statistics Belgium, see: http://statbel.fgov.be/en/statistics/organisation/ 



 

Map 4: Centre of Ghent: GHSL built-up intensity, with the Urban Atlas land use classification in 
the background. 

 

In scenario A we calculate a population estimate for each 10*10 meter cell corresponding to the 
GHSL data set. The GHSL pixel value is used as a value of built-up intensity (see map 4), and is 
weighted by a factor depending on the Urban Atlas land use class. 

In scenario B we determine a population estimate for each of the buildings in the 3D-GRB 
dataset, using the estimated volume of the building as a proxy of population density. The volume 
of a building was calculated as the surface area of the polygon multiplied by the 99th percentile 
height of the building (see map 5)12. The volumes are weighted by a factor, specific for each of 
the Urban Atlas land use classes. 

                                                            
12 Surface in m², measured according to the ETRS89 – Lambert Azimuthal Equal Area coordinate system. Height is the 
99th percentile of the LIDAR height measurements (item HN_P99 in the 3D-GRB data). 



 

Map 5: Centre of Ghent: height of the buildings, with the Urban Atlas land use classification as 
background 

In both cases we ran the disaggregation algorithm numerous times until obtaining optimal land 
use class weights reported in table 5. The weights used in scenario B show less diversity amongst 
the residential classes than in scenario A. In scenario B, the diversity in population concentration 
is established by using the characteristics of the buildings: their precise location and their height. 

Downscaling residential population using simple area weighting would result in a TAE of 74.7. 
Scenario A reduces the TAE to 28.1, while scenario B offers a further improvement, resulting in a 
TAE of 23.1. The gain in performance of method B in comparison to method A may be modest. 
This is probably due to the relatively low local variety in residential building heights, especially in 
the centre of the city. It may be worth testing the same method in cities where a greater local 
variety in building heights can be found. 



Further improvement of the results of scenario B can be expected when using data with an 
improved temporal consistency between the building footprints and the height measurements13.  

Consequently, detailed building footprint data, accompanied by appropriate height 
measurements, offer promising perspectives for an improved downscaling method and could be 
used for the actual downscaling of data from statistical sector level or similar to the level of 
Urban Atlas polygons. An appropriate functional classification of the buildings themselves could 
also help in optimising the downscaling methods.  

 

Scenario A Scenario B
11100 Continuous Urban Fabric 100 100
11210 Discontinuous Dense Urban Fabric 70 100
11220 Discontinuous Medium Density Urban Fabric 50 100
11230 Discontinuous Low Density Urban Fabric 50 80
11240 Discontinuous Very Low Density Urban Fabric 40 50
11300 Isolated Structures 5 5
12100 Industrial, commercial, public, military and private units 1 1
12210 Fast transit roads and associated land 0 0
12220 Other roads and associated land 0 0
12230 Railways and associated land 1 1
12300 Port areas 1 1
12400 Airports 1 1
13100 Mineral extraction and dump sites 1 1
13300 Construction sites 1 1
13400 Land without current use 1 1
14100 Green urban areas 5 5
14200 Sports and leisure facilities 2 5
20000 Agricultural + Semi-natural areas + Wetlands 1 1
30000 Forests 1 1
40000 Wetlands 1 1
50000 Water Bodies 0 0
Total Absolute Error 28.1 23.1

Urban Atlas land use class Population

Weight

 

Table 5: Ghent: optimal weights and total absolute error using scenario A and B 

                                                            
13 Recently released as 3D-GRB LOD1 DHMV II dataset, using an increased LIDAR point density and a more recent 
LIDAR points acquisition; see: https://www.agiv.be/news/2016/januari/3d%20grb-blokkenmodel-gebouw-
beschikbaar-als-open-data 



Conclusion 
Given their high level of harmonisation throughout the European territory, both the Copernicus 
Urban Atlas data and the GHSL building footprints offer very valuable opportunities for 
disaggregation of residential population, and – although to a lesser extent – employment or day-
time population. Nevertheless, when high-resolution in-situ data on buildings are available and 
contain information on the height of the constructions, these data can improve the performance 
of the disaggregation methods. Ideally, high-resolution data on buildings should be accompanied 
by an appropriate thematic classification of building use. 

But contrary to the Urban Atlas and the GHSL products, in-situ datasets on buildings can have a 
variety of providers. Hence, a decent level of harmonisation of data models, i.e. INSPIRE 
compliance where appropriate, will substantially increase the usefulness of the data. 
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